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2 Introduction

General context: This internship was conducted within the MLIA (Machine Learning – Deep
Learning and Information Access) team at ISIR (Institute of System Intelligence and Robotics) lab,
as part of the PILLAR project. A central goal of the internship is to explore how recent advances
in foundation models, particularly language and vision language models, can be combined with
reinforcement learning to solve complex sequential decision-making problems, including those
involving visual inputs, partial observability, or open-ended goals.

Recent times have seen rapid progress in both reinforcement learning (RL) and large language models
(LLMs), each revolutionizing artificial intelligence. Reinforcement learning (Sutton et al., 1998) has
proven highly effective for sequential decision-making tasks, especially in environments where agents
must learn optimal policies through trial-and-error interaction. On the other hand, LLMs, and more
recently vision-language models (VLMs), have demonstrated impressive capabilities in reasoning,
planning, and multi-modal understanding across diverse domains. While RL provides a principled
framework for decision making, it often suffers from poor sample efficiency, limited generalization,
and brittle exploration strategies. LLMs, on the other hand, possess rich world knowledge and can
perform complex reasoning, but lack the grounding and interactivity required to act in dynamic
environments. Bridging these two paradigms opens the door to agents that can not only act and learn
but also reason, explain, and adapt.

Recently there has been many different reinforcement algorithms (Shao et al., 2024; Ouyang et al.,
2022; Zheng et al., 2025) proposed for post-training language models. Many of these post-training
methods are based on group based value estimation. These group-based RL algorithms have proven
to be efficient for single-turn problem solving and question answering.

However, in multi-turn, and interactive settings the situation is far more difficult. The success depends
on large number of steps where at each of those steps the LLM/VLM agent has to reason and
choose between different possible answers. As an example, in the ALFWorld (Shridhar et al., 2020)
environment, the agent needs to take up to 50 steps, and each step involves hundreds of tokens. A
major issue that makes things even more difficult is that there is no feedback on each step, but the
agent might know the effect of its action in a much later step in the trajectory. This situation named
as reward sparsity complicates step-based and token based credit assignment.

In addition to the mentioned challenges, exploration for LLM-based agents remains another difficulty.
Though the LLMs provide priors that they have learned during pre-training and post-training, these
priors are not grounded in the real world. Moreover, the large size of LLMs makes it computationally
expensive to interact with an environment to gather trajectories and data for training. Sampling from
the LLMs also remains a big challenge due to the auto-regressive nature of these models.

Recently, VIPER (Aissi et al., 2025) introduces merging the perception capability of VLM and the
reasoning capability of an LLM to solve interactive tasks in the ALFWorld (Shridhar et al., 2020)
environment, by training the LLM while keeping the VLM frozen. Previously, RL4VLM (Zhai et al.,
2024) has introduced a framework for finetuning VLMs in interactive environments.

Finally, nearly all of the existing methods for training LLMs in interactive environments heavily
depend on an initial phase of supervised fine-tuning based on expert data (Zhai et al., 2024; Aissi
et al., 2025) which is collected either by a human or another more powerful LLM such as ChatGPT.
This makes the training of LLMs expensive, and if in a problem the expert does not exist or the
teacher LLM does not have expertise, then it becomes completely a failure.

Our work is mainly exploratory in this domain with efforts to deal with the problems mentioned, with
the hope of finding a solution. Exploration as one of the main issues in RL is a big portion of our
work. In the same way that exploration is a challenge in RL, it is a challenge in research as well, and
the exploration in exploration becomes a two-fold challenge. This report tries to raise and respond to
two main questions:

• Can pretrained models explore well?
• How can we enable VLM/LLM agents to explore better in interactive environments?

In order to address all these, this report aims to first study and analyze the current existing literature,
analyze VIPER (Aissi et al., 2025) which is based on leveraging both LLM and VLM as a case study,
and explore new methods to enhance exploration. Our objectives are:
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• To survey recent advances in RL, LLMs, and VLMs, with a focus on their integration.
• To analyze specific algorithms that attempt this integration, such as VIPER (Aissi et al.,

2025), and RL4VLM (Zhai et al., 2024).
• To provide an in-depth analysis of VIPER, particularly regarding the balance between visual

grounding and language-based reasoning.
• To study how exploration strategies can be guided by curiosity or model priors in LLM-

based/VLM-based agents.
• To explore and enhance the exploration in VLM reinforcement learning based training

strategies.

The main contributions of this work are:

• A structured literature review on the use of RL with LLMs/VLMs in sequential decision
making.

• Insights from a case study analyzing the reasoning vs vision trade-off in VIPER.
• An investigation into exploration strategies that leverage curiosity.
• A study of exploration based on model priors.

3 Literature review

This section provides a comprehensive review and analysis of the existing literature on sequential
decision making, reinforcement learning, and the role of large language and vision-language models
in these contexts.

3.1 Sequential decision making

Alongside perception, decision making is also a major capability of intelligent agents. Sequential
decision making refers to problems where an agent must make a series of decisions over time to
achieve a goal, often under uncertainty and in dynamic environments (Puterman, 2014). The agent’s
decisions influence not only immediate rewards but also future states and available actions. This
paradigm is central to many domains such as robotics (Kober et al., 2013), game playing (Mnih et al.,
2015), user interface control, and autonomous driving.

Formally, such problems are often modeled as Markov Decision Processes (MDPs), defined by a
tuple (S,A,P,R, γ), where S is the state space, A the action space, P the transition probability
function,R the reward function, and γ the discount factor. In partially observable environments, the
model is extended to Partially Observable MDPs (POMDPs), where the agent receives observations
that provide only partial information about the true state.

Effective sequential decision making requires a combination of planning, learning, and exploration.
In recent years, there has been a growing interest in augmenting agents with high-level cognitive
abilities, such as reasoning or abstraction, especially for generalization and sample efficiency in
complex domains (Lake et al., 2017; Guez et al., 2019).

3.2 LLMs and VLMs

Large Language Models (LLMs), such as GPT series (Radford et al., 2018, 2019; Ouyang et al.,
2022), PaLM (Chowdhery et al., 2023), LLaMA series (Touvron et al., 2023) and Mistral (Jiang et al.,
2024)to name a few, have achieved remarkable success in various natural language processing tasks
due to their ability to learn powerful representations from large-scale text corpora. These models
are capable of zero-shot and few-shot generalization (Brown et al., 2020), in-context learning (Dong
et al., 2022), reasoning (Wei et al., 2022; Kojima et al., 2022) over structured and unstructured inputs,
and planning (Huang et al., 2022). However, there has also been some controversy regarding the
planning capability of language models (Valmeekam et al., 2023).

Vision-Language Models (VLMs) (Liu et al., 2023; Alayrac et al., 2022; Zhu et al., 2023) extend
LLMs to handle visual inputs, integrating modalities through image-text foundational models (Rad-
ford et al., 2021; Jia et al., 2021; Li et al., 2022) and pretraining on image-text pairs. These models
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have been used for visual question answering (Antol et al., 2015), image captioning (Vinyals et al.,
2015), and even multi-turn interactive tasks (Liu et al., 2023). They provide a promising inter-
face between high-level reasoning and grounded perception, making them attractive candidates for
decision-making systems in real-world environments.

Recent efforts have explored using LLMs and VLMs not just for passive tasks (single turn generation),
but for interactive tasks, guiding action selection (Ahn et al., 2022), generating plans and interpreting
environment feedback(Yao et al., 2023). This bridges the gap between language-driven reasoning and
low-level decision making.

3.3 Reinforcement learning

Reinforcement learning (RL) (Sutton et al., 1998) is a learning paradigm where agents learn to
take actions in an environment to maximize cumulative rewards. Classical RL methods include
value-based approaches such as Q-learning (Watkins and Dayan, 1992) and DQN (Mnih et al., 2015),
policy gradients based methods such as REINFORCE (Williams, 1992) and PPO (Schulman et al.,
2017), and actor-critic frameworks. These methods have been widely applied to domains like robotics
(Levine et al., 2016), games (Silver et al., 2016, 2018; Schrittwieser et al., 2020), and autonomous
systems (Kiran et al., 2021).

However, despite their successes, standard RL methods face several challenges:

• Sample inefficiency: Agents typically require millions of interactions to learn effective
policies. LLMs can help by the priors it has gained during pre-training.

• Exploration: In complex or sparse-reward environments, random exploration often fails to
discover useful behavior. The exploration can be informed by the LLM knowledge.

• Generalization: Learned policies often overfit to specific environments and struggle with
transfer. LLM/VLM-based policies might generalize better due to broad knowledge.

To address these issues, recent work has explored integrating external priors, hierarchical learning,
meta-learning, and the use of pretrained models to inform policy learning. The integration of LLMs
and VLMs into RL workflows is one such promising direction, potentially enabling agents to ground
decisions in rich semantic knowledge, reason about long-term consequences, and generalize across
diverse tasks. A comprehensive review of reinforcement learning algorithms is beyond the scope of
this report and we just mention the ones important to language models finetuning and training.

3.3.1 Proximal policy optimization

Using samples generated from the old policy πθold , PPO (Schulman et al., 2017) constrains the
policy update by clipping the policy gradient, and a KL regularization term to stabilize the training.
Specifically PPO employs the following objective:

LPPO(θ) = Ex∼D, y∼πθold (·|x)

 1

|y|

|y|∑
t=1

min
(
wt(θ)At, clip(wt(θ), 1− ϵ, 1 + ϵ)Ât

)
− β · KL [πθold(·|xt) ∥ πθ(·|xt)]


(1)

where wt(θ) = πθ(yt|x,y<t)
πθold (yt|x,y<t)

, and the advantage Ât is estimated using a value model. A main
challenge in PPO has been its reliance on the value model that can be noisy and inaccurate from
one side, and requires more memory from the other side to store the value model. This challenge
becomes even more pronounced in the scenarios of sparse reward environments.

3.3.2 Group relative policy optimization

GRPO (Shao et al., 2024) solves the problem of value estimation in PPO by estimating advantage of
one response relative to a group of responses to a query. The main idea in GRPO is to estimate the
value relative to a group instead of relying on a critic model. Different from PPO, GRPO optimizes
for the following objective:
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LGRPO(θ) = Ex∼D, {yi}G
i=1∼πθold (·|x)

 1

G

G∑
i=1

1

|yi|

|yi|∑
t=1

min (wi,t(θ)Ai,t, clip(wi,t(θ), 1− ϵ, 1 + ϵ)Ai,t)


(2)

where G (group size) is the number of generated responses in a group for a given query. The KL
divergence is omitted in many implementations and we avoid denoting it here for brevity. The policy
ratio wi,t and advantage Ai,t are as follow:

wi,t(θ) =
πθ(yi,t|xi,<t)

πθold(yi,t|xi,<t)

Ai,t = Ai =
r(x, yi)− 1/G

∑G
i=1 r(x, yi)

std({r(x, yi)}Gi=1)

All the tokens in yi share the same advantage as Ai.

3.4 Language models and sequential decision making

Large Language Models (LLMs) have emerged as powerful tools for reasoning, planning, and
interacting with complex environments. In the context of sequential decision making, LLMs can
either serve as the policy itself or act as a high-level planner guiding low-level control modules. The
literature can be broadly divided into two major lines of work.

One line of research focuses on finetuning LLMs to improve their performance on sequential decision-
making tasks. These methods adapt the pretrained model to the target environment using reinforce-
ment learning or supervised imitation from expert trajectories. For instance, the GLAM framework
(Carta et al., 2023) (Grounded Language Model) applies reinforcement learning with environment
feedback to align LLM outputs with task-specific goals. This adaptation involves:

• Collecting environment interaction data (states, actions, and rewards).

• Incorporating environment reward.

• Estimating advantages and updating model parameters using algorithms such as PPO.

Such methods generally yield strong task-specific performance but require significant computational
resources, careful reward design, and a substantial amount of interaction data from the environment.

Another line of work leverages LLMs without modifying their parameters, instead relying on prompt
engineering, in-context learning, and structured interaction patterns. In these approaches, the pre-
trained LLM is treated as a frozen reasoning engine, while control is delegated to an external loop
that translates environment observations into textual prompts. Examples include:

• SayCan (Ahn et al., 2022), which integrates a frozen LLM with trained an affordance
functions to select actions grounded in robotic capabilities.

• ReAct (Yao et al., 2023), which interleaves reasoning traces and actions in the LLM’s output
to enable sequential interactive problem-solving.

• Tool-augmented prompting systems like (Schick et al., 2023), where the LLM queries APIs,
knowledge bases, or other models as part of its decision-making process.

These methods are often more sample-efficient since they avoid costly parameter updates and can
adapt quickly to new tasks by changing the prompt, but they may underperform finetuned models
on specialized domains due to the mismatch between the pretraining data distribution and the task
environment. In addition, these methods rely on prompting and prompt-engineering which becomes
very cumbersome in some situations. Usually, in the case of in-context learning, the few-shot
examples that work for one problem do not work for a slightly different problem (Verma et al., 2024).
Finally, there is a relatively low limit on the performance that can be achieved by these methods and
it saturates fast.
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3.4.1 VIPER

VIPER (Aissi et al., 2025) proposes a modular framework for multimodal instruction-based planning
that integrates a frozen Vision-Language Model (VLM) for visual perception with a Large Lan-
guage Model (LLM) for reasoning and action selection. Concretely, the VLM first converts image
observations into textual scene descriptions, which serve as an intermediate, human-interpretable
representation. An LLM is then conditioned on the goal instruction and the textualized observation
to produce actions. The LLM module is further adapted via behavioral cloning and reinforcement
learning, while the perception module remains frozen. On ALFWorld (Shridhar et al., 2020), VIPER
significantly improves success rates over prior visual instruction planners and narrows the gap to
text-oracle policies, and its text-based intermediate representation supports fine-grained, post-hoc
analysis of perception vs. reasoning (Aissi et al., 2025).

We distinguish visual understanding from reasoning as follows. Visual understanding (perception)
entails mapping pixels or video frames to semantically meaningful entities (objects, attributes,
relations, spatial layouts) that are grounded in the scene. Reasoning, in contrast, operates primarily
over symbolic/linguistic representations, deriving plans, multi-step deductions, counterfactuals, and
task decompositions, potentially conditioned on world knowledge and goals. VIPER operationalizes
this split by (i) delegating perception to a VLM that produces textual descriptions and (ii) delegating
planning/decision making to an LLM policy that consumes those descriptions alongside the instruction
(Aissi et al., 2025). This separation clarifies error sources: failures can be attributed to misperception
(incorrect or incomplete textualization) or misreasoning (poor plan or action choice given a correct
description).

Earlier approaches typically emphasized either LLM-based planning with weak/implicit perception,
or VLM-based perception without a dedicated planning module:

• LLM-centric (no finetuning / frozen LLM). Methods such as SayCan (Ahn et al., 2022)
and ReAct (Yao et al., 2023) keep the LLM frozen and leverage prompting, affordance
scores, or tool-use to plan actions. SayCan grounds LLM-generated action proposals in the
robot’s skill affordances (feasibility and value), while ReAct interleaves chain-of-thought
with environment actions for web or textual environments (e.g., ALFWorld). These systems
showcase strong reasoning and planning but rely on external heuristics/functions or task-
specific tools to bridge perception.

• VLM-centric (perception-first). A complementary line develops stronger multimodal
encoders/decoders for visual understanding (e.g., CLIP-derived or instruction-tuned VLMs),
sometimes with light prompting or tool routing (e.g., MM-ReAct (Yang et al., 2023)).
Another line of work (Zhai et al., 2024) finetunes a VLM specifically for sequential decision
making in interactive environments.

• LLM-VLM merged close to VIPER, EMMA (Yang et al., 2024), first trains an LLM in the
text-only environment, and then distill the knowledge of LLM into VLM for image-based
environment.

VIPER explicitly marries these strands: a frozen VLM handles perception; an LLM policy handles
planning and is adapted with BC/RL for sequential decision making (Aissi et al., 2025).

Recent studies suggest that VLMs’ apparent reasoning often stems from pattern recognition and
dataset priors; genuine multi-step visuolinguistic reasoning remains challenging. Empirical work has
examined chain-of-thought (CoT) for VLMs, finding that naive CoT prompting can underperform or
even harm results without targeted data or objectives, whereas targeted preference/post-training can
improve multimodal CoT quality (Zhang et al., 2024b,a). These findings motivate VIPER’s design:
use VLMs primarily for robust visual grounding, and concentrate planning in the LLM policy, which
can be finetuned with RL to handle sequential dependencies.

In contrast to prior systems that either (a) treat the LLM as a frozen planner with ad-hoc perception
bridges (SayCan, ReAct) or (b) rely on VLMs with limited sequential planning, VIPER formalizes
a two-stage, explainable pipeline with clear interfaces: visual understanding (VLM → text) and
language-based reasoning/planning (LLM→ actions), and it trains the latter for long-horizon decision
making.

Using V to denote the discrete and finite token space and Vm input text space, where m is the
maximum token length of text input. The input state space is: S = O × Vm where O is RGB image

9



space. A frozen VLM denoted by V LM is used to map from the image space to tokens space with
some maximum token length n as Vn = V LM(O) and the textualized state is S ′ = Vn ×Vm. Then
an LLM policy can be written as πθ : Vn × Vm → Vout where Vout is the output action.

VIPER adopts a multi-stage training pipeline that combines supervised imitation and reinforcement
learning:

1. Perception module: The VLM used for visual grounding is kept frozen throughout training,
ensuring stable and consistent scene textualization. This module is typically pretrained on
large-scale image-text pairs and is not updated to avoid catastrophic forgetting of general
visual concepts.

2. Reasoning/policy module: The LLM-based planner is first initialized from a pretrained
instruction-following language model and then trained in two phases:

• Behavioral cloning (BC) from expert demonstrations, where the model learns to map
VLM-generated textual descriptions and instructions to action sequences.

• Reinforcement learning (RL) fine-tuning, optimizing task success rate using PPO.
This phase enables adaptation to environment-specific dynamics and long-horizon
dependencies.

This staged training approach allows the reasoning module to leverage strong priors from pretrained
LLMs while progressively aligning to the target environment through direct interaction.

VIPER’s decision-making draws inspiration from the GLAM (Carta et al., 2023) paradigm, where
policy elicitation is formulated as an instruction-to-action generation problem. In this setup:

• The LLM receives a structured prompt containing the task instruction, the current (textual-
ized) state description from the VLM, and the history of past actions.

• The model autoregressively generates the next action tokens by teacher forcing, akin to
language modeling as continuation of the prompt. This is repeated for all possible actions in
the current state.

• The probability of possible actions is then calculated by summing the probabilities of the
tokens for each possible action, and their maximum is selected as the policy action.

By converting images to easily understandable, interpretable and debuggable textual tokens the LLM
can decide on an action, while also benefiting from LLMs’ capacity for structured reasoning and
flexible plan adaptation.

3.4.2 RL4VLM

Reinforcement Learning for Vision-Language Models (RL4VLM) (Zhai et al., 2024) is another recent
framework designed to enhance the reasoning capabilities of multimodal models by aligning their
outputs with desired behaviors through a combination of supervised learning and reinforcement
learning. RL4VLM focuses on making VLMs not only predict responses grounded in visual inputs
but also generate explicit reasoning traces, thereby improving interpretability and task performance.

A core contribution of RL4VLM is the integration of explicit thoughts into the VLM model’s
responses. Previously, CoT reasoning has shown promising result in LLMs but it was less explored
for VLM multi-step interactive decision making. Instead of producing a direct answer to a visual-
linguistic prompt, the RL4VLM model first generates an intermediate reasoning CoT trace that
explains how it arrives at the final decision. As mentioned, this design is motivated by the observation
that LLMs benefit significantly from CoT prompting in purely textual reasoning tasks, and extending
this to multimodal inputs can help VLMs perform more structured reasoning. By training models to
output both thoughts and answers, RL4VLM improves generalization to long-horizon reasoning and
complex visual grounding.

We use V to denote the discrete and finite token space and Vm and Vn denotes the input and output
text space where m and n are the maximum token length of input and output sequences respectively.
The input state space is: S = O × Vm where O is RGB images space. Then a VLM policy can be
written as πθ : O × Vm → Vn and vout = πθ(o, v

in) and it will be parsed to action. The probability
of VLM outputting vout becomes πθ(v

out|πθ(o, v
in)) ∈ [0, 1] given input consisting of image o and

prompt vin.
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action parsing function: Because we want the probability of action to take a ∈ A we need to extract
it from the πθ(v

out|πθ(o, v
in)). The paper provides an action parsing function f specifically to deal

with times when the VLM’s output vout is not in the action space A. The f is defined as follow:

f(vout) =

{
a, if "action" : a ∈ vout,

Unif(A), otherwise.

The output of the VLM is in the following format:

"thoughts": "I am solving task T, given the current state I should do this a ", "action": "a"

Estimating action probabilities of VLM policies: The goal is to calculate log πθ(at, v
in
t ) but what

the VLM gives is the log πθ(v
out
t |ot, vin

t ) = log
P (ot,v

in
t ,v

out
t )

P (ot,vin
t )

= log[
P (ot, v

in
t , v[:1])

P (ot, vint )
·
P (ot, v

in
t , v[:2])

P (ot, vint , v[:1])
· · ·

P (ot, v
in
t , v[:n])

P (ot, vint , v[:n−1])
]

=

n∑
i=1

log(
P (ot, v

in
t , v[:i])

P (ot, vint , v[:i−1])
).

However, the above way of calculating the probability of actions is naive as it counts the thought
section of the LLM response as the action as well and will be greatly influenced by the CoT tokens.
In order to mitigate this problem, the authors suggest adding a factor λ ∈ [0, 1] to deal with it:

log πθ(at|ot, vint )← λ log πθ(v
tht
t |at, vint ) + log πθ(v

act
t |ot, vint , vthtt ).

The authors recommend λ ∈ [0.2, 0.5].

The RL4VLM training pipeline consists of three stages:

1. Data collection: First trajectories are collected using GPT-4 CoT reasoning and answers.

2. Supervised fine-tuning (SFT): The model is then trained on collected dataset where
responses include both explicit reasoning steps and final answers. This stage initializes the
model’s ability to produce coherent CoT reasoning grounded in visual and textual inputs
and in correct format.

3. Reinforcement learning (RL): After SFT, the model is further refined using reinforcement
learning, with environment rewards and the selected action only. The model parameters are
updated using PPO, optimizing for average return.

This hybrid training strategy allows RL4VLM to leverage both the stability of supervised learning
and the adaptability of reinforcement learning. The result is a vision-language model that can think
before acting, yielding more accurate and explainable responses in multimodal decision-making
tasks.

3.4.3 Policy extraction

A crucial design choice in language-model-based decision making is how to extract a policy from
an LLM or VLM. Two main strategies have emerged in recent works: (i) GLAM-style (also used by
ReACT) policy extraction, and (ii) RL4VLM-style policy extraction.

In the GLAM framework (Carta et al., 2023) similar to ReACT framework, the policy is elicited
directly by formulating action selection as a next-token prediction task. Given a textual prompt that
encodes the environment state x (e.g., observations, history, and goal instruction), the model is asked:

“give your next action” The LLM then samples or scores possible action tokens from its vocabulary.

Formally, the GLAM-style policy can be written as:

πθ(a | x) =
exp

(
fθ(x, a)

)∑
a′∈A exp

(
fθ(x, a′)

) (3)
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and

fθ(x, a) =

|a|∏
i=0

fθ(ai|x, a<i)

where:

• x is the prompt encoding the environment state,

• a ∈ A is a candidate action token,

• fθ(x, a) is the logit or score assigned by the LLM to action token a following context and
previous action tokens x.

This formulation treats the LLM as a policy network directly over discrete action tokens, analogous
to standard autoregressive decoding.

By contrast, RL4VLM (Zhai et al., 2024) uses free prompting and asks the model explicitly about
the next action. This allows the addition of thoughts (reasoning traces) between the prompt and the
final action, enabling a two-step policy extraction process. Using a prompt, first a free generation is
sampled and then mapped to the possible actions using an action parsing function. The probability
of the parsed action is the sum of probabilities of each action token generated conditioned on the
prompt and previous action tokens generated.

1. The model is prompted with current state, history, and goal asking for the next action.

2. The sampled generation is parsed to one of possible actions using a parsing function.

3. The probability of the parsed action is the sum of conditional probabilities of generated
tokens.

The corresponding policy is defined as:

πθ(a | x) =
∑
z

πθ(z | x)πθ(a | x, z) (4)

where:

• z is a latent reasoning trace (textual chain-of-thought),

• πθ(z | x) is the probability of generating reasoning z given state x,

• πθ(a | x, z) is the probability of selecting action a given both x and z.

While this approach allows the policy to leverage the full expressive power of language modeling (in-
cluding reasoning chains, explanations, and flexible action descriptions), it introduces a fundamental
challenge: the effective exploration space is no longer |A|, but instead

|Y| ≈ V n, (5)

where V is the vocabulary size and n is the length of the generated sequence. Thus, the search
space grows combinatorially with token length, making exploration far more complex. This trade-
off highlights the central tension in RL4VLM-style policy elicitation: improved expressivity and
reasoning capacity come at the cost of dramatically larger search spaces. However, while the search
space is vast, and due to the strong priors of LLMs, the exploration remains limited. We dig deeper
into this issue in next sections.

Thus, GLAM-style policy extraction views the LLM as a direct policy over actions via next-token
prediction, while RL4VLM-style policy extraction treats this as direct prompting. GLAM-style policy
extraction increases the computational complexity by prompting the model for each of the possible
action, and on the other hand the RL4VLM-style policy extraction increases the exploration space.

4 Analysis of VIPER

In this section we dive deep into VIPER and do a failure analysis.
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Aspect GLAM-style policy extraction RL4VLM-style policy extraction
Formulation Action is predicted directly as the best

continuation of the prompt.
Action is predicted after generating
an explicit reasoning trace (chain-of-
thought).

Policy definition πθ(a | x) = exp(fθ(x,a))∑
a′ exp(fθ(x,a′)) πθ(a | x) =

∑
z πθ(z | x)πθ(a | x, z)

Intermediate reasoning None (direct mapping from prompt to
action).

Explicit reasoning sequence z is gener-
ated before the action.

Interpretability Limited: only final action probabilities
are available.

Higher: reasoning traces expose
decision-making process.

Training Typically supervised or RL fine-tuning
on prompt→ action pairs.

Supervised fine-tuning on prompt →
(thought, action) pairs, followed by RL
refinement.

Advantages Simpler; efficient; well-aligned with lan-
guage modeling setup.

More interpretable; supports complex
reasoning and long-horizon decision
making.

Limitations Less explainable; may struggle on tasks
requiring structured reasoning.

Computationally heavier; quality of rea-
soning traces is critical.

Table 1: Comparison of GLAM-style vs. RL4VLM-style policy extraction methods.

4.1 ALFWORLD environment

To evaluate language-based sequential decision making, many works, including VIPER and ReAct,
make use of the ALFWorld environment (Shridhar et al., 2020). ALFWorld is a text-based simulator
derived from the ALFRED benchmark (Shridhar et al., 2020), which was originally designed for
embodied agents operating in 3D visual environments (AI2-THOR). By abstracting the perception
layer into textual descriptions, ALFWorld provides a controllable, language-centric setting for
research on interactive reasoning, planning, and action execution.

ALFWorld bridges natural language instructions with embodied actions. At each step, the agent
observes a textual description of the scene (objects, locations, relations) and must issue commands
(e.g., Open fridge, Go to microwave) in order to achieve the instructed goal. This design allows
research on decision making without requiring high-dimensional visual processing, while remaining
aligned with realistic embodied tasks.

Tasks in ALFWorld mirror common household activities. They are categorized into six types:

• Pick & Place: move an object from one receptacle to another (e.g., “Put the apple in the
fridge”).

• Examine: navigate to and examine a specific object (e.g., “Find the book and look at it”).
• Clean: locate a dirty object and clean it (e.g., “Clean the mug in the sink”).
• Heat: find an object and heat it (e.g., “Heat the potato in the microwave”).
• Cool: find an object and cool it (e.g., “Cool the soda in the fridge”).
• Put Two: place two specified objects in a common receptacle (e.g., “Put the apple and the

banana in the bowl”).

An example episode begins with the instruction “Put a clean plate in the microwave.” The agent
must:

1. Navigate to a cabinet, open it, and pick up a plate.
2. Go to the sink and clean the plate.
3. Finally, navigate to the microwave and place the plate inside.

Success requires combining navigation, object interaction, and reasoning about the temporal structure
of tasks.
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ALFWorld has become a standard benchmark for evaluating LLM- and VLM-based decision making
because:

• It supports long-horizon, instruction-driven tasks.

• It disentangles reasoning/planning from low-level visual perception.

• It allows for reproducible experiments across hundreds of procedurally generated environ-
ments.

Thus, ALFWorld provides an effective testbed for studying how LLMs and VLMs can act as policies,
planners, or reasoning modules in sequential decision making.

4.2 Reasoning vs vision

Based on the capabilities of LLM and VLM where the earlier is good at textual understanding and
reasoning and the later is good at visual recognition and textual description of images, VIPER intends
to use the textual description as an intermediary tool for better decision making.

In order to improve such combined system it is necessary to understand the failure of each component
and separate each failure case and attribute the failure either to the visual understanding or the
reasoning capability of the LLM.

Since the goal in VIPER is explainable and separated perception and reasoning through the use of a
frozen VLM and fine-tuned LLM respectively, we explore to answer the following core questions.

• 1. How often the perception module (frozen VLM) fails in VIPER?

• 2. How often the reasoning module (fine-tuned LLM) fails in VIPER?

• 3. What percentage of the failure cases in VIPER can be attributed to failure in perception
ONLY?

• 4. What percentage of the failure cases in VIPER can be attributed to failure to reasoning
ONLY?

• 5. In failed trajectories, how often does the VLM fail (independently from the LLM, as in
that case we cannot conclude for the VLM)?

An additional question that gets answered as byproduct of analysis: What percentage of the failure
cases in VIPER can be attributed to both perception and reasoning?

Among the raised questions, questions 3 and 4 are of more importance and trickier to answer.
Questions 1 and 2 are independent of failure and success and can be answered easily.

Doing such a work manually is difficult and time consuming. Two methods of automatic pipeline
failure analysis and manual failure analysis based on subset sampling is conducted and each method
is explained and the corresponding result is provided in below.

4.3 An automatic pipeline

We first explain an automatic pipeline for failure analysis of VIPER.

4.3.1 The overall strategy

The general strategy in the automatic pipeline is to find when the VLM fails, and if we can determine
and quantify that then we can easily decide if a trajectory’s success and failure can be attributed to
perception and/or reasoning. This makes sense based on the architecture as well, as the reasoning is
based on perception and comes after it.

We assume that we can determine VLM-description failure with high accuracy.

If VLM has failed based on our detection, then we face two cases: either the trajectory is a failure or
a success.

Case 1: failed trajectory: this case is expected as the model (LLM) does not know the state or has
a wrong perception. It would be safe to say that the reasoning has also gone wrong in this case,
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otherwise if the LLM could reason correctly then it would have recovered from VLM failure and led
to success. Then the failure can be attributed to both perception failure followed by reasoning failure.
This answers to question 5.

Case 2: successful trajectory: In this case one can argue that the LLM was robust enough to recover
from the VLM failure so the success can be attributed to the LLM robustness.

If the VLM has succeeded based on our detection, again we face two cases:

Case 1: failed trajectory - This case can be attributed to reasoning failure because perception was
correct then the reasoning must have failed. We can conclude that this failure is due to reasoning
failure. This answers to question 4.

Case 2: Successful trajectory - this case is again straightforward. VLM was correct so the reasoning
cannot be wrong as the wrong reasoning does not lead to success.

Based on the above cases, question #3 remains unanswered. However, based on the argument that
reasoning is built on top of perception, then the failed perception alone can not lead to failure. We
analytically found the answer to question 3 and it is 0.

4.3.2 Methodology

How to detect VLM failure? The whole analysis is based on detecting VLM failure. In addition,
this is a technical and tricky problem to deal with and hard to quantify precisely. We approximate it
through a process by using some tools. The process and tools used are detailed step by step with an
example.

But first we define trajectory and step as they are the basic units analyzed.

Trajectory: is a sequence of finite steps towards a specific goal that has either failed or succeeded.
Length of failed trajectory is equal to maximum length and the length of successful trajectories are
equal or less than the maximum length. A trajectory involves a set of trajectory objects. For example
in a trajectory with the goal statement "put a cup on table", the trajectory objects are cup and table.
We extract trajectory objects from the trajectory goal statement using LLAMA 1B prompting.

Step: a pair of state and the next action inside a specific trajectory. A step includes an image,
visible objects in image, text description (ground truth), VLM description, objects mentioned in
VLM-description. For a step we define a set of critical objects as the intersection of visible objects in
an image and its trajectory objects. For example, if a cup is visible in image then it is critical if it is a
trajectory object as well.

Method: A step-by-step description of the method is provided in below:

• Step 1 (Extract trajectory objects): objects mentioned in the trajectory goal are extracted by
prompting an LLM. This is done once per trajectory.

• Step 2 (Extract visible objects in the step’s image of scene): object visible in the current
image is ground truth given by environment per step. This is done once per step.

• Step 3 (Extract step’s critical objects): critical objects for a step are the intersection of step’s
visible objects and trajectory objects. This is done once per step.

• Step 4 (Extract VLM objects): objects mentioned in VLM description are extracted by
prompting an LLM. This is done once per step.

• Step 5 (calculate matching score - ratio of critical objects mentioned by VLM): this ratio
is calculated by cosine similarity between the encodings of critical objects and objects
mentioned in VLM description and normalized to get the ratio. We call this ratio the step
matching score. The encoder used is lightweight and well justified for this use case. (more
information about the encoder: https://huggingface.co/sentence-transformers/all-MiniLM-
L6-v2). This is done once per step.

4.3.3 Results and analysis

The results based on this analysis is provided in Table 2. A threshold of 0.6 is used for deciding
between high and low VLM score. Based on this matrix we can identify the following four cases
akin to the ones mentioned in Section 4.3.1:
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Table 3: Benchmarking cosine similariy with different encoders. Metric: accuracy for a given
threshold, prediction: element with highest score >= threshold

Encoder/Threshold 0.4 0.45 0.5 0.55 0.6

BERT 0.44 0.44 0.55 0.55 0.55
MiniBERT 0.44 0.44 0.44 0.44 0.44
T5 0.44 0.44 0.44 0.44 0.44
RoBERTa 0.44 0.44 0.55 0.55 0.55
MiniLM 0.44 0.55 0.55 0.55 0.44

Table 2: Trajectory success vs VLM success matrix.
Status High VLM score Low VLM score

Success 34.55 30
Failure 23.67 11.77

Case 1: A successful trajectory with high VLM score is an ideal case where the vision module has
done a good job and the reasoning has also succeeded.

Case 2: A successful trajectory with a low VLM score shows the situations where the LLM has been
robust and despite that the vision module has not been able to identify the object, the LLM still has
chosen the correct action.

Case 3: A failed trajectory with high VLM score denotes the reasoning failure, where VLM has
identified the object but the LLM has not been able to decide correctly.

Case 4: A failed trajectory with low VLM score is a failure as expected where the VLM fails and
then the reasoning fails as well.

The described automatic method relies heavily on cosine similarity, so it is important to quantify
the ability of cosine similarity for the terminologies and object names used in ALFWorld. It is
also important for finding a good encoder. Since there are not too many objects in the AlfWorld
environment, we select 8 testing samples including an object and a list of synonyms where only 1 of
them is correct then we benchmark multiple encoders with different threshold to see if the correct
synonym can be correctly identified by the cosine similarity and a specific encoder. The result for
this benchmarking is presented in Table 3.

As it can be seen in the table, all of the encoders have the same performance and the performance
of all the encoders are low. This result also demonstrates the necessity of a manual analysis of the
performance of the model and dataset.

4.4 Manual analysis

Based on the insights from the automatic analysis pipeline, and for better understanding of the data, a
manual sampling based analysis was performed.

Based on the analysis of the dataset, the following key steps in the process were identified:

• Object visible: The object corresponding to the task is visible in the image.
• VLM mentions: The VLM mentions the object after object visibility.
• Object picked: The LLM decides to pick the object.
• Object transformed: The LLM decides to transform the object as requested in the task

description (such as heat, cool, and clean).
• Object transported: The LLM decides to transport the transformed object to the designated

place in the task description.

From the available task types, 4 task types of Pick, Clean, Heat, and Pick2 were selected, and out of
their corresponding trajectories, 6 trajectories were selected, including 3 successful and 3 failures per
task type. In total, 102 trajectories were studied and analyzed, covering 25% of the total trajectories.
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From the 5 identified steps necessary for a successful trajectory mentioned above, the first 2 determine
the success and failure of the VLM and vision module, and the later 3 determine the success and
failure of the reasoning module. A tree based manual algorithm can be designed as follows to
determine if in a trajectory the vision has failed, or reasoning has failed, or both have failed.

VLM fails if it cannot mention the object before it is picked up by LLM and LLM fails if it does
not move towards achieving the goal. If LLM is taking correct action but action is not done due to
environment issues, we count it as success.

The result of this manual analysis is provided in the Table 4.

Table 4: Manual analysis result.
Status VLM Failure LLM failure Both succeeded total

Successful trajectory 38.46 0 61.53 100
Failure trajectory 27.27 54.54 18.18 100

A more detailed result based on each step of a normal trajectory is also presented in Table 5.

Table 5: Manual analysis result for each step.
Status VLM sees VLM mentions Object picked Object transformed Object transported

Successful trajectory 69.2 46.15 100 100 100
Failure trajectory 58.3 33.3 33.3 0 8.3

4.5 Ablation experiment

In order to further analyze the role of each of the reasoning and vision components, it is necessary
to understand if one of the modules does not exist, how much it will affect the performance of the
system. More specifically, the reasoning module is the main component of the system, but the vision
module can be replaced or removed by a fixed minimal state description. In order to quantify the
effect of the vision module an experiment was conducted to remove the vision module, and provide
the reasoning module with a fixed non-informative state description. The result of this experiment is
provided in Table 6.

Table 6: Manual analysis result for each step.
Task/metric Success rate Episode length Size of testset

VLM True VLM False VLM True VLM False
Pick 0.74 0.77 9.34 9.33 35
Examine 0.61 0.76 13.8 9.0 13
Clean 0.74 0.66 13.05 11.05 27
Heat 0.87 0.81 9.57 13.46 16
Cool 0.64 0.60 11.9 14.0 25
Pick2 0.45 0.45 13.8 16.9 24
Average 0.67 0.67 11.91 12.29

As can be seen in this table, removing the vision module does not affect the results hugely, which
shows that the LLM mostly ignores what the VLM says as a description of the state. Further, because
the description of the state is only coming through the VLM, it means that the LLM ignores the image
description and decides mostly based on the set of possible actions.

5 Exploration

Exploration is one of the most important issues in RL, and in the following section, we dive deep into
exploration in RL for LLM/VLMs.
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5.1 Language models priors

One of the unique challenges in applying large language models (LLMs) to sequential decision-
making environments is that they are not trained from scratch in the target domain. Instead, they
bring with them strong priors from pretraining on massive static text corpora. While these priors
provide useful linguistic and commonsense knowledge, they also introduce systematic biases that
affect exploration during reinforcement learning.

When deployed in interactive settings such as ALFWorld, LLMs do not begin with a uniform
distribution over possible actions. Instead, their action preferences are heavily shaped by pretraining.
For example, when presented with multiple-choice questions (MCQs), previous studies (Pezeshkpour
and Hruschka, 2023) have shown that LLMs disproportionately select certain answer options (e.g.,
“A” or the first option), regardless of semantic content. These biases reveal that the model’s probability
distribution is strongly influenced by positional or frequency priors inherited from pretraining.

We have observed similar effects when prompting LLaMA in the ALFWorld environment. Specif-
ically, given a list of available textual actions, the model exhibits a preference for actions at the
beginning or end of the list, rather than distributing probability mass more evenly across all valid
actions. This bias persists even when the correct action is positioned elsewhere, demonstrating that
the exploration process is significantly constrained by pretrained token-level distributions. The figure
1 shows the frequency distribution of actions selected by LLaMA 1B averaged over multiple steps,
where the positions of possible actions are randomly permuted. In order to show that this happens
across different models and sizes, we conducted the same experiment with Mistral 7B. The result is
shown in Figure 2.

(a) Position bias in possible actions with more than
20 actions.

(b) Position bias in possible actions with more than
25 actions.

(c) Position bias in possible actions with more than
28 actions.

(d) Position bias in possible actions with more than
30 actions.

Figure 1: Positional bias analysis for Llama 1B. As the number of possible actions increase the bias
also increases and the model gets less access to the actions trapped in the middle.
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Figure 2: Positional bias analysis for Mistral 7B. Result is consistant with Llama 1B.

The LLM’s bias does not remain limited to just position of the possible actions, but is also needed
to be studied in actions content. In order to study this, we conduct another study in the ALFWorld
environment to see where in a house environment the LLM model searches for specific objects. The
result of this study is provided in Figure 3 and as it can be seen the LLM tends to search very specific
places for an object. As an example, the LLM searches for the object book mostly in the sidetable,
but it does not look for it in the shelf, desk, or countertop at all. While it is good to know that a book
is highly likely to be on sidetable but, if it is on the desk, the model fails to find it.

Figure 3: Content bias analysis for Llama 1B showing where the model looks for an object.

These priors have a direct impact during reinforcement learning fine-tuning with algorithms such as
PPO. Instead of exploring the action space effectively, the model tends to repeatedly sample from
its biased distribution. This reduces exploration diversity, slows down the discovery of successful
trajectories, and can even lead to suboptimal convergence. In other words, the pretrained prior creates
an implicit exploration bottleneck: while PPO aims to balance exploration and exploitation via policy
updates, the initial bias of the LLM strongly skews the exploration dynamics.

19



While language model priors encode valuable knowledge, they also hinder unbiased exploration
in new interactive environments. Addressing these issues requires designing training regimes that
counteract or correct for pretrained biases, for example, through modified sampling strategies, entropy
regularization, or explicit counter-biasing during RL fine-tuning.

5.2 Curiosity based exploration

Most prior work on curiosity-driven exploration in RL has focused on encouraging the agent to
visit novel states in the environment (Pathak et al., 2017; Burda et al., 2018). These approaches
typically reward the agent for reaching states that are difficult to predict with its internal forward
model, thereby promoting exploration beyond familiar regions of the state space.

In the context of language model agents, however, the primary challenge lies not only in reaching
novel states but also in diversifying the actions that the model selects. To this end, we consider an
action-wise curiosity mechanism, which encourages the model to take new actions and to produce
novel patterns of actions, rather than repeating previously preferred ones.

We identify two key ways in which LLM priors constrain exploration:

1. Action repetition. The model tends to repeatedly choose the same action in the same
state, ignoring alternative actions that may lead to new states. This limits the diversity of
exploration at the local level.

2. Sequential pattern repetition. Even when individual action frequencies are balanced,
the model often reproduces the same patterns of sequential actions across episodes. This
phenomenon mirrors habit formation in cognitive science (Graybiel, 2008), where repeated
sequences become entrenched behaviors.

The first factor can be quantified by examining the frequency distribution of actions. If the action
distribution is highly peaked (i.e., the model strongly prefers a few actions), exploration is limited.
Conversely, a more uniform action frequency indicates greater exploration potential. Encouraging
entropy in the action distribution is therefore one way to promote action-level curiosity.

The second factor highlights that action frequency alone is insufficient for effective exploration.
Consider a maze navigation example: the sequence

[left, right, forward, left, backward]

may lead to a completely different state than the sequence

[right, forward, left, backward, left],

even though the frequency of each action is identical. This demonstrates that exploration must also
account for the ordering and structure of actions, not just their aggregate counts. Promoting diversity
in action sequences, therefore, plays a crucial role in overcoming habitual patterns and expanding the
exploration space.

Curiosity in LLM-based agents should be extended beyond state novelty to explicitly target both
action frequency diversity and sequence diversity. Addressing these two factors is essential for
breaking out of pretrained action biases and enabling effective exploration during RL fine-tuning.

5.3 Intrinsic rewards

Intrinsic rewards are additional reward signals that are not derived from the external environment
objective, but are instead designed to encourage behaviors such as exploration, novelty-seeking, or
information gain (Oudeyer et al., 2007; Pathak et al., 2017; Burda et al., 2018). They act as internal
motivation for the agent, complementing extrinsic rewards from the environment.

A large body of prior work has shown that intrinsic rewards are effective in promoting exploration.
Examples include prediction-error based curiosity (Pathak et al., 2017), where the agent is rewarded
for reaching states that are difficult for its forward dynamics model to predict, or information-gain
based approaches (Houthooft et al., 2016), where rewards are tied to reductions in uncertainty about
the environment. These methods encourage agents to leave familiar states and visit unseen parts of
the environment.
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Building on our action-wise perspective, we propose two complementary forms of intrinsic rewards
tailored to language-model agents:

1. Action frequency reward: To counteract the tendency of LLMs to repeat the same actions
in a given state, we define an intrinsic reward inversely proportional to the square root of
frequency with which an action has been taken. This encourages the model to try actions it
has rarely or never attempted before, thereby improving action-level exploration.

2. Action sequence novelty reward: Beyond single actions, we incentivize the agent to
generate novel sequences of actions. This addresses the issue of habitual action patterns,
where the agent repeatedly executes the same sequence across episodes. By rewarding
the discovery of new action patterns, the model is encouraged to diversify its exploration
strategies.

The action frequency reward for an action a can be defined as follows:

Ract(a) = α
1√
N(a)

where N(a) is the number of times action a is taken until now.

While rewarding action frequency is relatively straightforward, detecting and quantifying the novelty
of action sequences is significantly more challenging. The core difficulty lies in defining when a
sequence is “new”:

• The action space is combinatorial, so the number of possible sequences grows exponentially
with sequence length.

• Small variations in a sequence (e.g., swapping the order of two actions) may or may not
correspond to a genuinely novel trajectory in the environment.

• Storing and comparing all previously seen action sequences becomes computationally
infeasible for long horizons.

Thus, designing effective measures of sequence-level novelty requires balancing tractability with
expressiveness. Potential solutions may involve approximate similarity metrics (e.g., edit distance or
subsequence matching), compressed representations of trajectories, or probabilistic novelty estimation.
However, each of these approaches introduces its own trade-offs between accuracy and computational
efficiency.

5.4 Temporal predictor

As discussed in the previous section, detecting whether an action sequence is “novel” is a challenging
problem due to the combinatorial explosion of possible trajectories. To address this, we propose the
use of an auxiliary model, which we call the temporal predictor, that provides a learned measure of
sequence predictability. The central idea is that action patterns that are highly predictable (according
to this model) are likely to have been encountered frequently, whereas unpredictable sequences
correspond to novel patterns.

The temporal predictor is trained on data collected from the PPO replay buffer. Its task is to predict
the next action at+1 given the sequence of past actions and the goal description:

ât+1 = fϕ(a1:t, g),

where fϕ denotes the temporal predictor parameterized by ϕ, a1:t is the history of actions up to
time t, and g is the task goal. The predictor can be instantiated as a lightweight recurrent model or
transformer that models action dependencies over time. In our experiments, we use the transformer
based model T5 (Raffel et al., 2020).

The temporal predictor is trained using a supervised prediction loss, such as cross-entropy between
the predicted action distribution and the actual next action observed in the PPO buffer:

LTP(ϕ) = −
∑
t

log pϕ(at+1 | a1:t, g).

21



Algorithm 1 PPO with Intrinsic Rewards for Action-wise Exploration

1: Input: Policy πθ, temporal predictor fϕ, replay buffer D, coefficients α, β, γ
2: for each PPO iteration do
3: Collect trajectories τ = {(st, at, rext

t )}Tt=1 using πθ

4: for each (st, at) in τ do
5: Update action count N(at)← N(at) + 1
6: Compute action frequency reward:

Ract
t = α · 1√

N(at)

7: Compute temporal predictor loss:

LTP(ϕ) = − log pϕ(at+1 | a1:t, g)

8: Define pattern novelty reward:

Rpat
t = β · LTP(ϕ)

9: Combine intrinsic rewards:

Rnovelty
t = Ract

t +Rpat
t

10: Define final reward:
Rt = Rext

t + γ · Rnovelty
t

11: end for
12: Store τ withRt in buffer D
13: Update policy πθ via PPO objective with rewardsRt

14: Update temporal predictor fϕ using supervised loss LTP
15: end for

We propose to use the prediction loss of the temporal predictor as an intrinsic reward signal for
the PPO agent. Intuitively, if the temporal predictor finds an action sequence easy to predict, this
implies that the sequence is already well-represented in the agent’s trajectory data, and thus not novel.
Conversely, if the prediction error is high, the agent is executing an unfamiliar or unexpected action
pattern. The intrinsic reward is therefore defined as:

Rpat
t = αLf (ϕ; a1:t, g).

Where α is the coefficient, and in our experiments, we set α to 0.0096 so that it won’t overwhelm the
true environment reward. The novelty rewardRnovelty

t can be defined as follows:

Rnovelty
t = Ract

t +Rpat
t

Combining it with the extrinsic task rewardRext
t during PPO training we get the final reward:

Rt = Rext
t + γRnovelty

t ,

where γ is a scaling factor that controls the relative importance of exploration versus exploitation.

The temporal predictor provides a practical and scalable solution to quantify action-sequence novelty
without requiring explicit enumeration or storage of trajectories. By rewarding the agent for surprising
the predictor, we encourage exploration of diverse action patterns that may lead to the discovery of
better policies. The algorithm 1 shows the detailed process.

5.5 Experiments, Results, and Analysis

We evaluate our proposed intrinsic rewards on the pick task of the ALFWorld environment using the
LLaMA-1B model as the backbone policy. Three training configurations were compared:

1. Config 1, PPO baseline: PPO trained with only extrinsic rewards.

22



2. Config 2, PPO + action novelty: PPO augmented with the action frequency intrinsic reward
Ract.

3. Config 3, PPO + action novelty + pattern novelty: PPO augmented with bothRact and
the temporal predictor-based novelty rewardRpat.

Each configuration was trained under 4 random seeds, and evaluated by success rate achieved during
training. Mean performance and variance across seeds are reported.

The results of the three configurations are summarized in Figure 4. While the curves exhibit different
tendencies, the confidence intervals across the three methods overlap substantially, making it difficult
to draw statistically strong conclusions. Nonetheless, several trends are noteworthy:

• The baseline PPO agent tends to exploit early, often converging to repeating a subset of
actions.

• PPO with only the action novelty reward (Config 2) explores more aggressively in the early
stages because the success rate is significantly lower, but this often delays convergence and
leads to lower mean performance.

• PPO with both action and pattern novelty (Config 3) achieves slightly higher average success
than the other two, but the effect is not statistically significant due to overlapping variances.

These inconclusive results highlight the inherent difficulty of evaluating exploration strategies in RL.
While novelty-based rewards do alter the exploration dynamics, promoting broader action coverage
and more diverse action sequences, the performance improvements are not yet robust. The overlap
in variances suggests that larger-scale experiments may be needed to fully validate the benefits of
action-wise and pattern-wise exploration.

Figure 4: Results comparing three configurations based on curiosity reward. LLM: Config 1,
LLM_freq: Config 2, LLM_freq_tmp: Config 3

6 Exploration based on model priors

In the previous section, we discussed how intrinsic rewards can be used to encourage exploration
in the PPO setting. However, we could not find any evidence that the proposed curiosity-based
reward significantly outperforms the simple PPO algorithm. For further exploration, we needed
to test and study the proposed curiosity rewards in a different and simpler environment and with
RL4VLM-style policy elicitation. Moving to RL4VLM-style policy elicitation, we encounter a much
more fundamental issue that complicates exploration even more.

In RL4VLM-style policy extraction, the VLM is prompted with the current state, history, and goal,
and then the model generates the next action in free-form text. The generated text is parsed by an
action-parsing function and mapped to an environment action. However, this approach often leads to
the following failure mode:

1. The VLM generates an action string.
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2. The environment rejects the action because it is invalid or cannot be executed in the current
state.

3. Since the environment state and the prompt remain unchanged, the VLM regenerates the
exact same invalid action.

4. This loop continues until the episode times out or the maximum step budget is exhausted.

This phenomenon illustrates the model’s tendency to “get stuck” in invalid or repetitive actions,
severely limiting its ability to explore.

The core challenge of RL4VLM-style elicitation is that the model generates actions in the token
space of its vocabulary. This introduces two key difficulties:

• Exploration is indirect: Instead of sampling from a well-defined set of possible environment
actions, the model samples from the much larger space of all possible token sequences.

• Exploding search space: The number of possible action strings grows exponentially with
sequence length, approximately as |V|n where |V| is the vocabulary size and n is the
sequence length.

One might attempt to encourage diversity in generation by increasing the sampling temperature.
However, this creates its own set of problems:

• Higher temperature increases randomness, but also pushes the model toward producing
irrelevant or malformed outputs that cannot be parsed into valid actions.

• Lower temperature preserves format consistency but makes the model even more determin-
istic, reinforcing the tendency to repeat the same invalid action.

Thus, temperature scaling alone is insufficient to address the exploration bottleneck.

As a result of these issues, RL4VLM-style elicitation prevents the agent from ever reaching novel
states. Since exploration in RL fundamentally depends on being able to try new actions, this setting
imposes severe limitations compared to GLAM-style policy extraction, where actions are sampled
directly from a discrete action set.

6.1 Action-scoring as a bridge to model priors

As discussed in the previous section, the key limitation of RL4VLM-style policy elicitation is that
it requires sampling directly from the token space, which is both inefficient and prone to invalid
actions. By contrast, GLAM-style elicitation, where the model is prompted to select the best action
among a set of candidates by teacher forcing, is more practical: it naturally yields a probability
distribution over the discrete action set, enabling sampling and exploration. However, this raises
a deeper question: how can we ensure that we are actually leveraging the priors embedded in the
language model?

The priors of large language models are not straightforwardly expressed in the log-probabilities
of next-token prediction. Interpreting the probability of a specific token as a meaningful prior is
problematic, as this signal is highly sensitive to tokenization artifacts and generation biases. Instead,
the true priors of the model are encoded in the token space itself, in the structured patterns of how the
model evaluates and reasons about possible actions in a given state.

To access these priors, we propose prompting the model to score each candidate action with respect
to its usefulness in the current state and the given goal. This formulation has several advantages:

• It constrains the model to reason within the discrete action set of the environment, avoiding
the exponential token search problem.

• It allows direct sampling from a probability distribution constructed from the model’s action
scores.

• It makes the model’s preferences more interpretable, as scores are assigned at the level of
actions rather than arbitrary tokens.
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We further enhance this method by asking the model to first generate a short CoT reasoning before
outputting action scores. This encourages the model to explicitly weigh the pros and cons of each
candidate.

Let A = {a1, a2, . . . , aK} denote the set of available environment actions at state s. We prompt the
model with the state, and goal, and request both (i) a reasoning trace and (ii) scores for each action.
The model produces a set of scalar values {s1, s2, . . . , sK}, one for each action with si ∈ [0, S] for
some arbitrary maximum score S. These are then normalized into a probability distribution:

πscore(ai | s) =
exp(si)∑K
j=1 exp(sj)

.

This defines a behavioral policy πscore that can be sampled during training to promote exploration
consistent with model priors. In parallel, we can maintain a training policy πact obtained via a simpler
“direct action” prompt, in which the model outputs a single best action. The two policies can then be
combined within an RL framework, where πscore provides exploration guidance and πact is optimized
through PPO updates.

Although both the behavioral policy πscore and the training policy πact are instantiated from the same
underlying LLM/VLM with shared parameters θ, they are elicited via distinct prompting strategies:

• Policy prompt A (action scoring): The model is asked to assign a scalar score to each
possible action ai ∈ A, where scores lie in a discrete range (e.g., 1 to 5). The output is then
converted into a normalized distribution over actions:

πscore(ai | s, g; θ) =
exp(τ · scoreθ(ai | Prompt B(s, g)))∑K
j=1 exp(τ · scoreθ(aj | Prompt B(s, g)))

,

where τ is a temperature parameter that controls the sharpness of the distribution.
• Policy prompt B (direct action): The model is asked to select a single best action from the

admissible set A = {a1, a2, . . . , aK}, producing an action-conditioned JSON output. This
defines the training policy:

πact(a | s, g; θ) = Pr
θ
(a | Prompt A(s, g)),

where s denotes the current state and g the task goal.

Action scoring prompt (policy πscore):

Input:

You are an expert 2D game player in a grid-based environment. The
environment is .. [ENVIRONMENT DESCRIPTION].

You are observing the image of the current state, and your goal is ..
[GOAL].

Please evaluate each action based on the current observation and assign
a score between 1 (very bad) and 5 (very good).

Return your answer as a valid JSON object in the following format:
{

"thoughts": "Describe briefly the current state of the player as seen
in the image.",

"action_scores": {
"Turn left": score_1,
"Turn right": score_2,
"Move forward": score_3,
"Pick up": score_4,
"Toggle": score_5

}
}

Response:

{
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"thoughts": "I am currently at the center of the grid, facing the left
side.

The green goal square is located to the right of me.",
"action_scores": {

"Turn left": 1,
"Turn right": 4,
"Move forward": 1,
"Pick up": 2,
"Toggle": 1

}
}

Direct action prompt (policy πact):

Input:

You are an expert 2D game player in a grid-based environment. The
environment is .. [ENVIRONMENT DESCRIPTION].

The goal is .. [GOAL].
At each step you can choose one of the actions
[’Turn left’, ’Turn right’, ’Move forward’, ’Pick up’, ’Toggle’].
Return your answer as a valid JSON object in the following format:
{

"thoughts": "Describe briefly the current state of the player as seen
in the image.",

"Action": "Your chosen action"
}

Response:

{
"thoughts": "I am facing a closed door with the goal room visible

behind it.",
"Action": "Toggle"

}

In this setup, πscore serves only as a behavioral policy for sampling actions during training, since
it allows structured exploration guided by model priors (the model’s relative preferences across
actions). Meanwhile, πact is treated as the only training policy to be optimized via PPO, with gradient
updates applied to θ based on task rewards. The use of a shared parameterization might ensure that
improvements from PPO updates propagate to both prompting styles, but exploring this remains
beyond the scope of this work.

This dual-prompt approach balances two desiderata:

1. Exploration consistent with model priors: By sampling from πscore, the agent explores
actions that the model itself considers plausible or promising, rather than sampling arbitrary
token continuations in the large vocabulary space.

2. Exploitation via direct action selection: By training πact on the best single-action outputs,
the agent learns to commit to effective behaviors for task completion.

Thus, the behavioral policy πscore can be seen as inducing a soft search distribution in action space,
while the training policy πact provides the deterministic decision-making interface used for actual
control.

By moving from free-form action generation to action scoring, we align exploration more closely
with the model’s intrinsic priors while maintaining the efficiency and interpretability of discrete
action sampling. This approach also provides a natural bridge between language model reasoning
and RL policy optimization.
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6.2 Experiments

In this section, we explain the experiments conducted using the πact and πscore policies.

6.2.1 Experimental setup

We evaluate our approach in the MiniGrid-DoorKey-6x6 environment, a commonly used bench-
mark for testing reasoning and exploration in grid-based settings. The environment consists of a 6x6
grid world where the agent must navigate, unlock a door, and reach the goal location. The action
space contains five discrete actions:

A = {turn left, turn right, move forward, pick up, toggle}.

The agent receives a shaped reward of

R = 1− 0.9 · step_count
max_steps

,

with a maximum horizon of 250 steps. Episodes terminate either when the agent successfully reaches
the goal or when the time limit is reached. Observations are provided in the form of rendered RGB
images of the grid.

For the policy backbone, we employ Qwen2.5-VL-3B, a vision-language model capable of processing
both the visual observations and textual prompts. A representative environment image is shown in
Figure 5.

Figure 5: An example state, action, and next state from MiniGrid doorkey environment

6.2.2 Simple PPO

We first test the feasibility of using the dual-policy setup described in the previous section, where
πscore serves as the behavioral policy and πact is treated as the training policy. In each rollout step, an
action is sampled from πscore(a | s, g), and the sampled action is concatenated to the thoughts field
of the πscore output. This augmented representation is then used as the input context for πact, which
selects the final action and is updated via PPO.

When using πact directly as the behavioral policy during rollouts, the model quickly gets stuck in
repetitive action loops, as discussed earlier. In contrast, with πscore guiding exploration, we were able
to collect successful trajectories where the agent completes the task. The maximum reward achieved
per iteration for pure PPO and using the proposed πscore as behavior policy is shown in the Figure 6.

This demonstrates that action-scoring prompts can indeed serve as a structured exploration mechanism
that alleviates the limitations of direct action prompting.

An unexpected observation was that after a few PPO updates, the model began to switch the language
of the thoughts section from English to Chinese (see Figure 7). We hypothesize that this arises
from a mismatch between the two policies: while πscore outputs thought tokens jointly with action
scores, the sampled action from πscore appended to the reasoning context generated by πact is not fully
aligned with each other. This mismatch and sometimes contradiction may encourage the model to
drift into alternative decoding modes, such as changing the reasoning language, in order to reconcile
the conflicting signals.
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(a) The maximum reward achieved per iteration by
pure PPO (πact only)

(b) The maximum reward achieved per iteration by
dual policy PPO (πscore as behavior policy, πact as
train policy).

Figure 6: Comparison between the maximum reward achieved during PPO iteration between pure
PPO and dual policy PPO.

Figure 7: Unexpected behavior of language switching after a few PPO iterations using πscore as
behavioral policy and πact as train policy.

Despite the language drift, these preliminary experiments suggest that the dual-policy prompting
scheme provides a viable mechanism for collecting successful trajectories, which would not be
possible with direct action prompting alone. However, ensuring consistency between the behavioral
and training policies remains an open challenge, particularly when augmenting reasoning traces with
sampled actions.

6.2.3 Decayed Exploration

To address the issues observed in the simple PPO experiments, particularly the language switching
problem, we experimented with a decayed exploration strategy. In this setup, the behavioral pol-
icy gradually shifts from the action-scoring policy πscore toward the direct action policy πact over
the course of training. This allows early-stage exploration guided by model priors, while progres-
sively stabilizing the rollout distribution using the action prompt. The procedure is summarized in
Algorithm 2.

This decayed approach successfully mitigated the language-switching problem encountered when
πscore was used exclusively. However, a new failure mode emerged: the action field of the model
output frequently deviated from the expected JSON format, making downstream parsing unreliable
(see Figure 8. We attempted several modifications to further stabilize the training and outputs:

• Removing CoT tokens from prompts.

• Switching to the off-policy Advantage-Weighted Regression (AWR) (Peng et al., 2019)
algorithm.

Neither intervention resolved the format inconsistencies.

Analysis of the generated responses suggested that the model’s understanding of the environment was
limited. Often, the model repeated text from the prompt rather than generating grounded reasoning
about the current state. This indicates that environmental knowledge cannot easily emerge from
pure reinforcement learning alone and would likely require a significant amount of computation and
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Algorithm 2 Decayed Exploration with Dual Policies

1: Input: Dual policies πscore, πact (same model queried with different prompts); decay schedule
ϵ(t) ∈ [0, 1]; steps per iteration N ; replay buffer D

2: for each PPO iteration t = 1, . . . , T do
3: Set exploration probability ϵ← ϵ(t) (e.g. linear/exponential decay)
4: Initialize empty rollout τ ← []
5: for step i = 1, . . . , N do
6: Observe state s and goal g
7: Draw b ∼ Bernoulli(ϵ)
8: if b = 1 then ▷ use scoring policy for this step
9: Query πscore(· | s, g) to obtain thoughts and action scores

10: Convert scores to distribution and sample action:

a ∼ πscore(· | s, g)

11: else ▷ use direct action policy for this step
12: Query πact(· | s, g) (direct-action prompt) and sample:

a ∼ πact(· | s, g)

13: end if
14: Execute a, observe extrinsic reward rext and next state s′

15: Append transition (s, a, rext, s′, g) to τ
16: s← s′

17: end for
18: Compute returns {Ĝi}Ni=1 and advantages {Âi}Ni=1 from τ (e.g., GAE)
19: Store τ in buffer D
20: Update policy parameters θ via PPO using transitions (s, a, Â) from τ
21: end for

interaction to develop. Attempts to increase compute by generating multiple response samples in a
GRPO-style approach also failed to improve performance.

Learning a successful policy via PPO depends heavily on an accurate value function, which itself
requires extensive interaction with the environment. The combination of limited environmental
understanding and the difficulty of value function estimation renders the learning problem particularly
challenging for large vision-language models.

7 Leveraging a Local Utility Function for Action Evaluation

Nearly all existing RL approaches for LLMs and VLMs rely on a primary phase of supervised
fine-tuning (SFT) on expert trajectories. For example:

• VIPER initializes its policy using expert data, and much of its performance comes from this
SFT.

• RL4VLM performs SFT on trajectory rollouts generated by GPT-4.

• RLVMR (Zhang et al., 2025) similarly relies on SFT on 200 GPT-4-generated trajectories,
along with an expert tagging model trained on GPT-4 data.

In our work, we attempted to break out of this dependence on expert knowledge, which is expensive
to obtain and may not exist in many domains. However, as discussed in the previous section, our
efforts were largely unsuccessful. Learning new environmental knowledge purely via RL appears
to require immense amounts of interaction and trial-and-error, and the poor exploration capabilities
of current LLMs and VLMs make this nearly impossible. While larger models might possess better
priors for image understanding, the computational resources required are impractical for our setup.

Smaller models are often trained through distillation from larger models on a limited dataset to
achieve competitive performance on benchmarks. This likely explains why they exhibit weaker
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Figure 8: The output gets out of format while decaying the exploratory πscore as behavioral policy.

reasoning and environment understanding capabilities, further constraining exploration and policy
learning.

A reliable value function is essential for PPO and similar RL algorithms. However, learning a value
model that depends solely on the current state can be insufficient, particularly in environments with
complex state transitions and long horizons.

To alleviate this limitation, we propose a local utility function that predicts the usefulness of an action
at with respect to its immediate effect in the environment. Formally, we define:

u(at) = fθ(st, at, st+1, g),

where st is the current state, st+1 is the resulting state after executing at, g is the goal, and fθ is a
model that estimates how much at contributes to achieving g. Intuitively, u(at) indicates whether the
taken action was helpful or unhelpful toward goal completion.

Since states are represented as images, we suggest using a vision-language model (VLM) as the
utility predictor. The utility can be operationalized as a next-token prediction task, leveraging the
reasoning and knowledge capabilities of the VLM.

A similar concept has been explored in robotics by GVL (Generative Value Learning) (Ma et al.,
2024), where shuffled video frames are fed to a VLM to quantify task progress. Our approach differs
in two key ways:

1. We focus on local utility for individual actions rather than global task evaluation over entire
video sequences.

2. Our VLM compares the current state st and next state st+1 to assign a usefulness score to
the action at, explicitly considering the goal g.
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The VLM is prompted to reason about the effect of a taken action in the context of the current goal.
It outputs a scalar utility reflecting whether at brought the agent closer to achieving g. This utility
signal can then be integrated into RL as an auxiliary reward, potentially improving policy learning in
the absence of expert trajectories.

7.1 Evaluating VLMs as Utility Functions

To assess whether smaller vision-language models (VLMs) such as QWEN2.5VL-3B can serve as
effective utility functions, we conducted preliminary tests using collected trajectories. Each test
involved providing the model with the current state st and the next state st+1 after an action at, along
with the goal g, and asking it to predict the utility u(at).

As expected from previous observations, the smaller 3B model exhibits limited visual understanding.
When presented with before-and-after images of an action, the model often fails to correctly assess
the usefulness of at. A representative result is shown in Figure 9, highlighting the poor predictive
performance.

Figure 9: Zero-shot utility predicted by Qwen2.5VL-3B. The image on the left shows the previous
state, the action taken is "move forward", the image on the right is the next state. The VLM gives a
high score of 4 out of 5.

Repeating the same test using QWEN2.5VL-32B yields substantially better utility predictions (see
Figure 10). While the larger model demonstrates improved reasoning and visual comprehension,
working directly with it for RL is computationally prohibitive.

To leverage the 32B model’s superior reasoning without incurring the computational cost, we propose
a distillation approach:

1. Collect trajectories using the 3B model and the action-scoring policy πscore, comprising
approximately 9000 steps.

2. Label each tuple (st, at, st+1, g) with the utility u(at) predicted by the 32B model. Since
this is pure inference, it is computationally efficient.

3. Fine-tune the 3B model on these labeled steps.

This approach differs fundamentally from conventional supervised fine-tuning (SFT) used in other
methods:

• No external expert model such as GPT-4 or human-labeled data is required.
• Trajectories are generated using the 3B model itself, meaning the only additional knowledge

comes from the 32B model’s improved reasoning and visual understanding.

7.2 Integrating the Utility Function into RL

Having obtained a utility function uθ(st, at, st+1, g) via distillation, we explore two ways to incorpo-
rate it into RL.
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Figure 10: Zero-shot utility predicted by Qwen2.5VL-32B. The image on the left shows the previous
state, the action taken is "pick up", the image on the right is the next state. The VLM gives a low
score of 0 out of 5.

1. Replacement of the value function: Treat the utility function as a surrogate for the standard
value model, directly predicting expected future returns conditioned on (st, at, g). This
allows the policy to leverage action-level utility signals instead of relying solely on the
potentially undertrained value function.

2. Reward densification: Keep the PPO value model unchanged, but augment the reward with
the utility signal:

Rtotal
t = Rextrinsic

t + λuθ(st, at, st+1, g),

where λ is a scaling coefficient. This provides denser, more informative feedback to the
agent while retaining the original value estimation.

Both strategies aim to exploit the VLM’s reasoning and visual understanding to guide policy learning:
the first by replacing the value estimate with action-specific utility, and the second by densifying the
reward signal to accelerate learning in sparse-reward environments.

7.3 Replacing the Value Function with the Utility Function

In conventional PPO, the advantage function at time t is defined as

At = Gt − V (st),

where Gt is the discounted sum of rewards (or the GAE-based return) and V (st) is the value function
trained via an auxiliary loss.

We propose to replace or scale the value function with the action-level utility, yielding a modified
advantage:

Ãt = Gt · uθ(st, at, st+1, g),

where uθ(st, at, st+1, g) is the normalized utility predicted by the VLM. Intuitively, this scales the
return by the estimated usefulness of the taken action, providing denser feedback in sparse-reward
environments.

In sparse-reward tasks, most trajectories initially fail, leading to Gt ≈ 0. We explore two modalities
to address this:

1. Minimal reward for failed trajectories: Assign a small baseline reward (e.g., Gt = 0.1)
even to trajectories that do not reach the goal, ensuring the advantage signal is non-zero and
allowing the utility function to influence learning across all trajectories.
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2. Success-only training: Keep failed trajectories with Gt = 0, so that Ãt = 0, and update the
policy only on successful trajectories. This focuses learning on trajectories with meaningful
outcomes but may reduce sample efficiency.

In standard PPO, the policy gradient is given by:

∇θJ(θ) = Et

[
∇θ log πθ(at | st)At

]
,

where At = Gt − V (st) is the advantage function.

When replacing V (st) with a utility function uθ(st, at, st+1, g) or scaling Gt by uθ, the modified
advantage becomes:

Ãt = Gt · uθ(st, at, st+1, g).

A key question is whether this transformation preserves the policy gradient direction, i.e., whether
the optimal policy π∗ remains unchanged. If uθ(st, at, st+1, g) is a monotonic function of the true
advantage At, then scaling by uθ preserves the ranking of actions, and the policy gradient is only
reweighted but not reversed. Formally, if

At > A′
t =⇒ uθ(st, at, st+1, g)Gt > uθ(st, a

′
t, s

′
t+1, g)G

′
t,

then the gradient ascent still favors the same actions.

However, in sparse-reward environments where Gt ≈ 0 for failed trajectories, Ãt ≈ 0 regardless of
the utility value. This effectively removes the gradient contribution from those actions, potentially
biasing the policy toward trajectories that succeed early.

Scaling by uθ introduces a new source of variance in the gradient estimate, because uθ is learned
and may be noisy. Let ût = uθ(st, at, st+1, g) with variance σ2

u. Then the variance of the modified
policy gradient becomes:

Var[∇θJ(θ)] ≈ Var[ût Gt∇θ log πθ(at | st)].

In principle, if uθ accurately predicts action usefulness, scaling Gt improves sample efficiency by
concentrating gradient updates on high-utility actions.

7.4 Using the utility function for reward densification

A second way to incorporate the utility function is through reward shaping. The idea is to use
uθ(st, at, st+1, g) not to replace the value function but as an auxiliary signal that densifies the sparse
environment reward.

Reward shaping must be applied carefully, since arbitrary modification of the reward can change the
optimal policy. The potential-based reward shaping (PBRS) framework (Ng et al., 1999) provides a
sufficient condition for policy invariance: the shaped reward

r′t = rt + γϕ(st+1)− ϕ(st)

preserves the set of optimal policies for any potential function ϕ : S → R.

We define the immediate utility:
ut = fθ(st, at, st+1, g),

and the discounted utility-to-go:

Ut =

T∑
k=t

γk−tuk.

Now define the potential function as:
ϕt = −Ut.

Then the PBRS shaping term becomes:

Ft = γϕt+1 − ϕt = γ(−Ut+1)− (−Ut) = Ut − γUt+1.
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Since Ut = ut + γUt+1, we obtain:
Ft = ut.

Thus, the shaping reward corresponds exactly to the immediate utility:
r′t = rt + αut,

where α is a scaling coefficient. By PBRS theory, this transformation leaves the optimal policy
invariant while providing dense intermediate feedback that can accelerate learning.

7.5 Experiments

We conduct experiments on the Minigrid doorkey environment under both reward densification
and value function replacement settings by employing the dual policy framework with decayed
exploration. The resulting success rate for value model replacement and reward densification is
shown in the Figure 11.

(a) Success rate of the method based on value
model replacement by utility function

(b) Success rate of policy based on reward densifi-
cation by utility function.

Figure 11: Success rate of reward densification and value model replacement based on and by utility
function.

Based on these results, the value function replacement by the utility function performs better, but still
the training is not stable as towards the end of the training, where the trajectories are mostly sampled
from πact, the performance drops, which shows that the training has not been able to fully achieve
its objectives. Instead, it seems that this algorithm optimizes the mixed policy, while that is not the
objective at all.

8 Conclusion and future work

Despite our efforts and exploratory research, achieving stable reinforcement learning algorithm for
LLM/VLM agents remains an open challenge. While we successfully addressed the exploration
problem by introducing a dual-policy framework, learning effectively from trajectories sampled under
a mixed behavioral policy has proven elusive. In particular, standard PPO fails to yield stable or
convergent results when applied in this setting.

Nevertheless, our experiments demonstrate that dual-policy prompting is a promising direction. The
scoring policy substantially improves exploration, enabling the collection of successful trajectories,
while a gradual shift toward the direct action policy provides additional stability during training.
This highlights the potential of structured exploration in overcoming the limitations of naive action
prompting.

Looking forward, several research directions remain open. Ensuring tighter consistency between the
action and scoring policies is essential, as is developing reinforcement learning algorithms capable of
leveraging trajectories generated under a mixed or proxy behavioral policy. Furthermore, emerging
techniques such as self-reflection offer a compelling opportunity for enhancing the self-improvement
capabilities of LLM and VLM agents, and their integration with reinforcement learning presents a
promising avenue for future exploration.
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